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ABSTRACT: In this paper we describe our ongoing work to develop a computational representation of Klein’s model of Recognition-Primed Decision making (RPD). The RPD model differs from traditional, analytical models of decision making insofar as RPD emphasizes situation assessment rather than the comparison of options. Like many efforts, our research is motivated by the need for improved realism in the behavior of Computer Generated Forces, and in particular, the need for better representations of human decision making. Unlike other efforts, however, our attempt to model RPD is not part of a more general model of cognition. We describe here the extent to which we have been able to model RPD apart from other aspects of cognition and we present the resulting RPD-specific architecture. We also point to the test bed environment we used for proof-of-concept and our current efforts to scale-up to a more complex decision making environment. Finally, we discuss our vision of a computational model of RPD as one tool in a suite of task networked based models of human decision making and the potential advantages that follow from this approach.

1.  Introduction

More often than not, human performance is the single greatest determinant of success, and yet most military simulations lack  robust representations of human behavior. This is especially true of cognitive behavior and is unfortunate not only because brittle representations lead to unrealistic simulations but also because there is a wealth of new psychological theory that could be used to improve these representations. Recently, however, the need for theoretically grounded representations of human behavior has been acknowledged within the computer generated force (CGF) community [1, 2]. Working in this spirit, we are developing a computational representation of Klein’s model of Recognition-Primed Decision making (RPD) [3-5]. The RPD model purports to describe what people actually do when they make decisions in stressful, time-pressured environments. For this reason, we believe that a computational representation of RPD has the potential to make the behavior of CGFs more realistic.  But at the same time, we recognize that the sheer complexity of current CGF applications will make it difficult to realize this potential. Thus, we have taken a carefully measured approach; rather than try to develop an integrative cognitive architecture, we are working toward a “decision-specific” architecture. 

We describe this architecture below. But first, we briefly review the RPD model and those aspects of the model that distinguish it from traditional theories of decision-making. Then, we discuss our computational approach to experience and recognition—two central notions in RPD theory—and we describe the resulting, decision-specific architecture. Next, we outline the test bed environments we are using for proof-of-concept. Finally, we discuss the general approach we have taken and the advantages that follow from it.

2. The RPD Model

The RPD model falls under the rubric of Naturalistic Decision-making, a school of thought that pushes the study of decision-making outside the controlled environment of the laboratory and “into the wild” where decisions are made under uncertain conditions, with incomplete information, severe time pressure and dramatic consequences. The RPD model explains how people can use their experience to arrive at good decisions without having to compare the strengths and weaknesses of alternative courses of action. The claim is that people use their experience to “size up” a situation, and thus form a sense of “typicality” (cf. Figure 1.1). Typicality amounts to the recognition of goals, cues, expectancies and a course of action (COA). Where classical decision theories postulate an analytical agent who carefully considers a host of alternatives, often against a background of perfect information, the RPD model postulates an agent poised to act who depends on his expertise to assess the available information and identify the first workable alternative. Figure 1.1 shows the flow of activities in the RPD model.


There are several noteworthy contrasts between RPD theory and traditional theories of decision-making. First, RPD theory emphasizes situation assessment over the comparison of options. The idea is that a suitable course of action will emerge once the situation is understood. Hence, the focus of decision-making in the RPD model shifts away from the kinds of activities traditionally assumed to drive decision-making behavior (e.g., multi-attribute analysis) and onto diagnosis and the evaluation of expectancies. Second, the emphasis on diagnosis in the RPD model naturally engenders a view of a decision cycle as opposed to a decision event. For example, a decision-maker might recognize a situation and the concomitant expectancies only to discover that the expectancies are violated, at which point the decision-maker will re-assess the situation and evaluate a new set of expectancies. This process might repeat several times before the decision-maker implements a course of action which will itself impact the decision-maker’s assessment of the situation as it continues to unfold. Third, the RPD model postulates a decision-maker who implements the first workable course of action he considers. If several alternatives emerge, they are considered serially, but more often than not, the first course of action to emerge is workable [5]. Because a workable solution need not be an optimal solution, RPD is considered to be a satisficing model of decision making. Finally, RPD is a descriptive model of decision-making; it does not dictate how decisions ought to be made and, by the same token, it does not specify the lower-level cognitive processes that are necessary to realize the flow of activities depicted in Figure 1.1.

3. Computational Analogues for Experience and Recognition
RPD presents a variety of challenges from a computational point of view. As we indicated above, the theory underdetermines the cognitive structures that support it. Two aspects in particular stand out. First, because RPD is a theory of experienced decision-making, we must have a computational analogue of long-term memory. Second, RPD theory posits a decision-maker who makes use of this experience by recognizing a current situation as typical of past situations. Hence, we need a routine that allows us to survey the decision-maker’s experience and find those situations on which a sense of typicality can be based. Our initial efforts focused almost exclusively on the problem of recognition—to little avail. But once we began thinking about  long-term memory, we uncovered an intuitively satisfying recognition routine.

Our approach to long-term memory follows directly from Hintzman’s multiple-trace memory model [6-8]. The basic idea behind a multiple-trace model is that each experience an agent has leaves behind its own trace, even if that experience happens to be exactly like another experience the agent has had. A multiple trace memory is a collection of episode tokens rather than a store of episodic types. Recognition in a multiple trace model is a process of comparing a given situation against every trace in memory, computing a similarity value for each trace and then using these values to form an “echo.” Thus, typicality is assessed against the sum of experience rather than against a single experience. Moreover, because the process is driven by an assessment of similarity among multiple traces rather than a search for the perfect match between individual traces, recognition can be “fuzzy.” Hintzman’s approach is intuitively satisfying and, at the same time, surprisingly straightforward from a computational point of view. We now turn to a more detailed discussion of our implementation of Hintzman’s multiple-trace memory model.

3.1 Long-Term Memory and Recognition in Detail

The decision maker’s long term memory (LTM) is represented by a two-dimensional array. Each row in this LTM array represents an individual decision making experience (i.e., a situation that prompts recognition and the so-called by-products that follow from recognition). Together, the rows of LTM record the variety of experience an agent has making a given decision in a given environment under changing circumstances.

Each row in LTM contains a bit string and a floating point number. For example, in our test bed model, the bit string is 23 bits long but, in general, the length of the bit string will depend on the decision being modeled. The first 14 bits (0-13) encode features of the situation, the next four bits (14-17) encode expectancies the agent has about the situation and the last five bits (18-22) encode the associated course of action. The “bits” themselves are actually three valued—taking integer values of 1, -1, or 0. The floating point number ranges between -1 and 1 and represents the successfulness of the COA. A negative value indicates that the COA was unsuccessful while a positive value indicates a successful COA; a value of zero indicates that the COA was neither successful nor unsuccessful; intermediate values indicate intermediate levels of success.

Recognition begins when a probe is sent to LTM. Intuitively, the probe is a snapshot of the current situation. In more concrete terms, the probe is another bit string that encodes the current situation in exactly the same way that situations are encoded in LTM. For example, in our test bed model the probe is 14 bits long and corresponds bit-by-bit, feature-by-feature to the first 14 bits of each row in LTM. When the probe is sent to LTM, three things happen. First, the probe is compared to each row in LTM. This comparison yields a similarity value for each row in LTM. Second, we use the similarity value to compute an activation value for each row in LTM and we use those values to construct an echo. Third, the echo is analyzed to determine what, if anything, has been recognized.

3.1.1 Step 1: Compute a similarity value for each row in LTM 

Let p be a probe to LTM and let t be a single row of LTM where pi and ti are the ith bits of the probe and row respectively. Suppose a situation is encoded by k bits, then the similarity value, sp,t, between p and t is given by:

sp,t = 
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The resulting similarity value will be between –1 and 1; the closer the similarity value is to 1, the greater the similarity is between probe and trace; a similarity value of 1 indicates a perfect, feature-by-feature match between probe and trace. Likewise, it might seem that increasing negative similarity values should reflect increasing dissimilarity, but we choose to ignore such values. Indeed, it is hard to make theoretical sense of dissimilarity and, moreover, negative similarity values make for “noisy” echoes (we discuss the sense of “noisy” below). Hence, we round negative similarity values up to 0.

3.1.2 Step 2: Determine the contribution  made by each row in LTM to the echo 

The echo represents the by-products of recognition. At present, we have modeled only two of the four byproducts of recognition, namely, the expectancies and the COA. In our test bed model, these by-products are encoded by bits #14 through #22 in each row of LTM. The echo itself is initially formed as a vector of nine floating point values which are then coerced into integer values after some analysis. The first four values represent expectancies while the last five values encode the COA.  Each row in LTM contributes to the echo according to its activation value, which is simply the cube of the similarity value (the exponent can be changed by the user). Since the contribution a given row makes is a non-linear function of its similarity, a high similarity will result in a proportionately greater contribution to the echo. In this way, we ensure that the contribution of a single highly similar row won’t be “washed out” by the contributions of several rows of low similarity. Likewise, by changing the exponent used to compute the activation value we can control how precisely situations are recognized; the larger the exponent, the larger the relative contribution of the most similar rows in LTM.

The computation of a particular value in the echo vector, ei, depends on whether the value represents an expectancy or whether it is used to encode the COA. Suppose ei  represents an expectancy. Let tji be the ith bit of row j in LTM and let aj be the activation value for row j. If there are n rows in LTM, then: 


ei = 
[image: image3.wmf]å

=

n

j

j

ji

a

t

1


If ei is one of the values used to encode the COA, then its value is given by:

ei = 
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where rj is the success value of the situation-COA pair represented in the jth row of LTM. We include this success value in the product to ensure that consistently successful COAs are represented by positive ei’s while consistently unsuccessful COAs are represented by negative ei’s.

3.1.3 Step 3: Analyze the echo to determine what has been recognized
Because multiple rows contribute to the echo, it is not always clear what has been “recognized.” For example, we might have several rows in LTM that happen to be equally similar to the current situation but, for whatever reason, are quite different from one another in terms of the association they represent between situation and by-products. And yet each of these rows will contribute to the echo. Consequently, we need a method for determining  when an echo reflects a systematic association between situation and by-products and when it is merely a reflection of the “noise” that results from having multiple rows of LTM contribute to the echo.  Except for a few details concerning the encoding of expectancies and COAs, our approach here is straightforward.

3.1.3.1 Expectancies  As we indicated above, we have used four bits to encode expectancies in our test bed model (bits #14-#17). Each three-valued “bit” encodes a single expectancy the decision maker has about the situation. For example, in some situations the decision maker might expect a particular event to occur, in which case we will find a “1” in the corresponding bit-position in the given row of LTM. Conversely, in another situation, the decision maker might expect the same event not to occur, in which case a “–1” will appear in the corresponding bit-position. Finally, there might be some situations when the decision neither expects the event to occur nor expects it not to occur, in which case a “0” will be stored in LTM.

Given this encoding scheme, we determine whether an expectancy has been recognized in the following way. First, we imagine a “worst case” LTM where the associations between situations and by-products are entirely random. In the worst case, a single expectancy will be asserted in some rows (i.e., the agent either expects an event to occur or he expects the event not to occur) and not asserted in others (i.e. the agent has no expectancy about the event). We use this worst case analysis to determine the likely contribution that random associations would make to the expectancies. In particular, we assume there is a 50-50 chance of an expectancy being asserted (i.e., either a “1” or “–1” appears in LTM) as opposed to not being asserted at all (a “0” appears in LTM). We thus assume that the worst case scenario can be modeled using a binomial distribution, where the number of rows with non-zero similarity fixes the number of “trials.” We can then determine, for a given confidence interval, the greatest number of times we are likely to see a particular expectancy asserted. We multiply that number by the mean activation value of the contributing rows and end up with a product that represents the maximum ei  value we’d expect to see by chance. An ei that exceeds this threshold value (or its negation) is “recognized” and a value of 1 (or –1) takes the place of the original floating point value. An ei that doesn’t exceed the threshold (or its negation) is re-assigned a value of 0.

3.1.3.2 COAs. Unlike the expectancies, where each bit in LTM encodes a single expectancy, several bits are used to encode the COA associated with a given situation. In our test bed model, bits #18-#22 in LTM encode the COA. There are five COAs represented in the test bed. After fixing an enumeration, we represent the first COA with a “1” in the leftmost bit-position (i.e., bit #18) and “0”s in the remaining bit-positions (e.g., <…10000…>). COA #2 is represented by a “1” in the next leftmost bit position and “0”s everywhere else (e.g., <…01000…>), and so on.

With multiple rows contributing to the echo it is likely that more than one ei devoted to the COA will contain a non-zero value. Because we use the same coding scheme for COAs in the echo as we do for COAs in LTM, we need a method for deciding when a bit-position containing a  non-zero value actually indicates a “recognized” COA. To do this we again imagine a worst case scenario where COAs are randomly associated with situations in LTM. This means that it is equally likely that a “1” will appear in any of the bit positions used to encode the COA in a particular row of LTM. As before, we use a binomial distribution to model the worst case, only this time the likelihood of a “1” appearing in a given position is just 1/5 (or, more generally, the likelihood is 1/k where k is the number of COAs). With a fixed confidence interval we determine how many “1”s are likely to appear by chance in a given bit-position, and then multiply that number by the mean activation value of the contributing rows and by the mean success value of the active rows. As before this gives us a threshold value we can use to determine when a particular ei is likely due to systematic associations in LTM and when it can be ignored as noise. At this point, we look at all the ei’s that correspond to the COA and see whether any meet the threshold; if a single ei meets the threshold then the COA that corresponds to that bit-position is recognized; if more than one ei meets the threshold, then each of the corresponding COAs is recognized and we say that the situation is ambiguous; if no ei meets the threshold, then no COA is recognized and we say that the situation is uncertain.

4. Model Architecture

Our approach to LTM leads to a model architecture that is “decision-specific” in the following sense: Given the structure of LTM and the mechanics of the recognition routine, we must model decisions in terms of a fixed set of situational features and by-products. The LTM that represents an agent’s experience with one kind of decision—e.g., engage target?—cannot be used to represent another kind of decision—e.g., continue mission?—since, presumably, such decision-making situations are characterized by different sets of features and COAs.  Thus, we will model the decision-making behavior of an agent who makes multiple decisions across multiple, independent models; there is no single “decision engine” that models every decision the agent makes.

Our idea here is to develop a model that can be embedded at key points in military simulation software to effect specific decisions. In this respect, our approach lacks the integrative flavor of some cognitive architectures, but at the same time, this decision-specific approach affords a good deal of flexibility in terms of the kinds of models we can develop and it allows us to exploit convenient analogues for the effects of stress and uncertainty on decision making. The resulting architecture is depicted in Figure 4.1.

The flow of activity across the architecture is as follows: A predetermined set of cues from the decision-making environment is continually presented across an (HLA) interface.  An attention management routine imposes a sampling strategy according to the decision-maker’s current goal and workload level (we have implemented a simple version of McCracken’s [9] VACP workload methodology). Sampled values are stored together with a time stamp in a “situation awareness” array. At the same time, each act of sampling contributes to a workload measure. The updates continue—with values “decaying” toward 0 according to a default rate specified by the user—until a decision is required. At that point, the contents of the situation awareness array are used to probe LTM and an echo is returned. If it happens that the echo is uncertain or ambiguous (in the sense described above) then the cognitive workload component (the “C’ in the VACP methodology) is increased, potentially affecting the sampling strategy used to update subsequent cues, and the rate at which values decay toward 0 in the situation awareness array is increased. Both of these things happen before the agent attempts to re-diagnose the situation (i.e., update his situation awareness and probe LTM again). Otherwise, the expectancies returned from LTM are used to direct subsequent cue sampling, which continues until the expectancies are either satisfied, or the situation is re-diagnosed, or the decision maker simply runs out of time. In any event, the most recently echoed COA will be returned.

Throughout this process, we keep track of elapsed time. The agent is aware, so to speak, of the fleeting time to make his decision, and as time passes, the psychomotor workload component (the “P” in the VACP methodology) is continually incremented. This is intended to reflect a sort of “slow-boil” pressure on the agent and the attendant effects of self-monitoring that are likely to occur as time-pressure increases. As before, an excessive workload induced by the psychomotor component will affect the sampling strategy used and the rate at which cues decay toward 0 in the situation awareness array.

The effects of stress and uncertainty play out in terms of narrowed attention and decreased capacity in working memory (insofar as increased decay rates effectively limit the amount of information that is likely to be present in the situation awareness array at a given time). In this way we preserve an important theoretical link between uncertainty and stress: namely, in addition to whatever effects uncertainty has on recognition, uncertainty itself is a stressor [10]. Uncertainty induces both product and process effects. Where traditional approaches have emphasized the effects of uncertainty on product, the architecture we’ve developed allows us to capture both effects: probing LTM with incomplete information can lead to an echo that is uncertain or ambiguous which, in turn, increases various workload components, which can lead to an overload condition and the attendant process effects of excessive stress. Indeed, there is an intuitively satisfying cycle here: uncertainty affects stress which, in turn, affects attention management and situation awareness, which can ultimately affect uncertainty.

Although the architecture we have developed is general in the sense that it can be used to represent any decision identified as recognition-primed, the construction of a particular model depends crucially on specific knowledge about the decision making context. For instance, before we can specify the cues to be updated, we need to have some idea of what kinds of features are germane to the decision-making process. Likewise, we need to know in advance what COAs are available to a decision maker in a given context. We get this kind of information from a model-specific cognitive task analysis (CTA). The CTA data not only gives content to our models, it affords us a principled approach to the difficult problem of reducing the flux of experience to a finite (and small) group of values that represent the decision-maker’s view of the environment.

5. A Test Bed Environment

We have used a simple test bed model to explore our decision-specific architecture. We developed the test bed in a task-network environment using Micro Saint, a commercially available task-network modeling tool. The test bed models a driver’s decision whether to run a traffic light. Although the real-world driving environment encompasses a variety of  subtle interactions between the driver and a dynamic situation, we have not tried to build anything like a driving simulator. Rather, we exploited a deliberately simplified  representation of the driving environment in order to focus our attention on the larger issues that surround the computational representation of RPD. We have characterized the driving situations in terms of just five features: light-color, perceived distance to the intersection, perceived speed, the presence (or absence) of cross traffic in the intersection and the presence (or absence) of a police officer at the intersection. These are the only cues that prompt recognition in our test bed. Likewise, our synthetic driver has only five COAs  from which to choose: speed up, slow down, maintain speed, stop and go. But even in this constrained environment, we have been able to implement three significant aspects of the RPD model. 

First, since RPD is a theory of experienced decision making, it follows that a computational model of RPD should have some mechanism for gaining experience. For this reason, we have a routine in the test bed that adds traces to LTM on the fly, so to speak; that is, while running the model, we continually record the situation together with the COA the agent chooses and a measure of the successfulness of the outcome (as discussed above). Once added to LTM, this trace (i.e., experience) contributes to the recognition process. 

Second, we have taken advantage of the simplified behavior in the test bed to implement something of a decision cycle (as opposed to a decision event). The idea here is to reflect a process of ongoing decision-making behavior whereby decisions made earlier in the process inform decisions made later in the process. In particular, we have implemented a feature we call the Point of No Return (PONR). The PONR represents the point at which the driver feels he must make a final decision whether to stop at the light or run it. The PONR is the driver’s subjective assessment of urgency, which is based on the driver’s sense of the time remaining to the intersection. If the driver changes his speed, he can affect the time remaining to make his decision. Thus, we have included the “intermediate” COAs of slowing down, speeding up and maintaining current speed. By choosing to slow down or maintain his speed, the driver effectively extends the time he has to diagnose the situation; by speeding up, the driver decreases the time he has to make a decision but in so doing he might also make it through a yellow light. While the PONR is  somewhat idiosyncratic to the driving domain, there is a more general point to make here: namely, a decision cycle can be characterized by several COAs, some of which represent the ultimate actions an agent must take, while others represent the actions an agent takes in order to understand the decision-making situation.

Finally, we have used the test bed to explore two different ways of characterizing situations. One method uses a rich structure of cues, inferences and judgments to individuate situations in LTM; the other characterizes situations simply in terms of cue values. The first method is theoretically appealing because it imposes a sense of meaning. Indeed, the sense of typicality in the RPD model  follows from the agent’s interpretation of a situation and not just the appearance of a fixed set of cues (consider, for example, that two agents might observe the same features in the same situation and yet walk away with very different assessments on the basis of their individual experience). Thus, we initially used cue values from the driving environment (e.g., light-color, perceived distance to the intersection, the presence or absence of trailing traffic, etc.) to draw inferences about the situation which, in turn, formed the basis of judgments the driver made about the situation (e.g., Should I stop? Can I stop? Is it safe to stop?). The inferences themselves were conditioned by a  hierarchal goal structure which allowed us to vary the “interpretation” of a given set of cues according to the driver’s current goal orientation. In this way, we reduced situation awareness to a set of judgments about the situation that we could then use to index rows of LTM.

Although intuitively and theoretically appealing, this approach had practical shortcomings. For instance, the goal structure together with the “deep” structure implicit in the situation awareness array made it difficult to understand what the synthetic driver was doing. Moreover, we found ourselves on the short end of a tradeoff between suitably abstract characterizations and sufficiently fine-grained distinctions between situations. For both these reasons, we eventually implemented a “flat” situation awareness routine whereby unprocessed cue values are stored in the situation awareness array. This approach made it easier to trace the relationship between the state of the environment and the driver’s behavior. The flat structure was also easily extended to accommodate fine-grained distinctions between situations. Finally, we were able to extract a sense of meaning from an otherwise flat structure by analyzing model performance in terms of the constellations of cues that eventually cluster with particular COAs. 

We remain undecided with respect to the question of deep versus flat distinctions among situations. In our test bed model, we ultimately chose a flat structure. But as we now turn to a new test bed environment, we find ourselves leaning again toward a deep, hierarchal approach. Our next effort is to model one aspect of conflict resolution in an en route air traffic control (ATC) environment. Besides the obvious differences between driving and ATC tasks, the most striking difference between the two environments is the kind of information presented to the decision-maker. In the driving environment, the cues wear meaning on their sleeve, so to speak—e.g., the meaning of a red light is immediate—the  challenge is to interpret the cues in combination. By contrast, the cues in an ATC environment require a good deal more interpretation before even a preliminary meaning can be extracted. The cues in our airspace model are just positions, altitudes and headings, and these come in a potentially infinite variety of combinations. Hence, we cannot wait for the meaning to emerge from particular combinations of cue values as we did with our driving model. Rather, we will need some amount of “pre-processing” in order to transform raw cues from the ATC environment into values that have more significance with respect to questions of conflict resolution. For example, in order to identify potential conflicts, a controller must be able to judge whether planes are climbing or descending. Although this is a trivial problem from a mathematical point of view, it is significant nonetheless when this judgment has to be inferred from the kinds of data that are immediately available in the environment. Thus, we find ourselves again embracing a view of situation awareness where cues drive inferences (kinematic, in this case) which, in turn, form the basis of higher-level judgments about the situation.

6. Conclusion

Because human decision-making is such a complex process, there is an understandable tendency to represent decision-making behavior as one capability of a generally intelligent software agent. Thus, one might expect the myriad interactions in decision making to play out faithfully in a single integrative modeling architecture. Unfortunately, the resulting models, while impressive in their own right, can be enormously complicated and yet still reflect only limited aspects of decision-making behavior. For instance, it is possible to construct models that pass something like a Turing test (at least in the confines of a distributed simulation) but that fail to represent anything human-like in their underlying processes. Conversely, an integrative architecture might be faithful to a theoretically grounded representation of human cognition and yet fail to capture the more overt aspects of decision making (e.g., interactions with the decision-making environment).  We hope to split the difference, so to speak, with the decision-specific architecture we described above.

Obviously, our decision-specific architecture is not intended to represent the broad capabilities of a generally intelligent agent (and, by the same token, RPD theory is not meant to be the last word on decision-making). We do believe, however, that we can realize much of the same integrative flavor by bundling our decision-specific architecture with a suite of task-network based models of human performance. We see several advantages in this approach.

First, we are acutely aware of time and effort it takes to model human-performance in CGFs. Even with established technologies, development costs are often steep and the resulting models can be difficult to build and understand. There is an obvious need for perspicuous models of human-performance that can be developed easily and cheaply. We believe that by focusing on the individual decision as the “unit of analysis” we can meet this need. In particular, by developing CTA methods in tandem with our computational models, we ensure not only that the data from a CTA can be used directly during model construction but that the resulting model reflects the human decision-making process in an obvious way. 

Second, by disentangling decision-making from other related cognitive processes (e.g., planning, problem-solving) we reap the benefits that follow from building modular software and we limit our attention to only those aspects of the situation that are germane to decision-making.  This makes model development more direct and, at the same time, has the reciprocal effect of illuminating interesting theoretical questions about RPD—questions that might otherwise be lost were we to explore a more monolithic representation of cognitive behavior.

Third, a task network approach affords flexibility in the level of abstraction captured in the model. Indeed, short of a model that begins with neurochemical interactions and ends with overt intelligent behavior, models of human performance will necessarily impose some degree of abstraction. Such flexibility is valuable. For instance,  we were able to develop our test bed model in tandem with our decision-specific architecture without having to worry (too much) whether the two efforts could be reconciled with respect to level of detail they each required; quite to the contrary, it was almost a trivial matter to integrate the high-level process descriptions of the RPD model with our representation of the driving environment. Likewise, given a variety of different models, a user will be able to pick one that best suits his needs. In some cases the user might place a premium on a high-fidelity representation of the decision-making process, while in others the user might deliberately ignore theory in favor of, say,  probabilistically generated outputs that match empirically determined distributions. 

Finally, the task-level abstraction affords us the opportunity to model effects that are often difficult to represent. For instance, perceptual tasks and the attendant error and speed/accuracy tradeoffs can be modeled directly in a task network environment. And, as we indicated above, we have also been able to model some of the effects of stress and uncertainty on decision making. This is noteworthy because it is not clear that such effects can be easily represented in lower-level models of cognition. In fact, there is very little theoretical consensus to guide the development of such a model and Hammond [11]  goes so far as to suggest that theory concerning the effects of stress on decision-making is “internally incommensurable.” There is, however, more consensus regarding the effects of stress and uncertainty on the RPD model [12, 13]. As we indicated above, we have to some extent been able to implement these effects.

We have long since abandoned our search for the Holy Grail of human performance modeling. We no longer believe that a single architecture will answer all our questions about cognitive behavior. Instead, we are pursuing a variety of different models that might be integrated within a task-network environment. The decision-specific architecture we are developing to represent RPD is just one piece in a large puzzle but it shows already the kinds of advantages that follow from a decision-specific approach.
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Figure 4.1 Our decision-specific architecture
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Figure � SEQ Figure \* ARABIC �1�.1: The RPD Model (diagnostic variation).




















� Bounding the decision-cycle is a difficult task. Indeed, it is hard to avoid a vicious regress when drawing the line between decisions that actually feed forward toward a final action and those that merely occurred prior to the decision in question. Here again, we rely on a CTA data to help us draw that line. In some cases, such determinations might actually be arbitrary, but the fact that we make them at all is important insofar as it reflects our decision-specific approach to modeling cognitive behavior. 
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